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Abstract:

Checkpoints serve as the base for restartability and direct access restore in NDMP based applications. Two classes of checkpoints exist: global, session level checkpoints, and local, service level checkpoints. Both types are described and analyzed.

The two types of checkpoints have different properties, and a different fit for the different environments. NDMP should enable the creation and management of both.

Introduction:

Two new requirements to NDMP v5 are restartability and direct access restore. Both rely heavily on a foundation of checkpoints in an NDMP session, i.e. points in the data flow that the operation can be “rewound” to and restart or start from. This document describes two very different approaches to capturing checkpoints. As far as the author can determine at this point, these are the only two approaches that are fundamentally different, however, a result of this document may be that we find other and better approaches.

Purpose:

The purpose of this document is to give a qualitative introduction to three possible approaches to checkpoints in NDMP: what they entail, and how they are used to recover quickly from a failure situation. 

Scope:

This document serves as background information to the working group for the development of NDMP v5. The strategy and design suggestions below are only intended as a base for the discussion of how to support checkpoints in NDMP..

Checkpoints:

In NDMP checkpoints are the base for restartability during backup and restore, and for direct access restore.

For restartability, checkpoints define points in the process that the operation can be rewound to and restarted from after a failure. The benefit is to not have to restart the session from the very beginning.

Notice that the same set of checkpoints provide the base for restartability during both backup and restore. For restore the checkpoints have to be stored after the backup is complete as part of the session database.

For “direct access restore”, i.e. the task of retrieving only a small subset of a backup without having to parse the whole tape set, the (stored) checkpoints provide the possible starting points throughout the tape set.

There are three main types of checkpoints. The first two types are “session level checkpoints”, checkpoints that are global across the session. There are two types of these. The first is synchronous across the session, and created and controlled “manually” by the DMA. The second type is asynchronous. The checkpoints are defined independently by each data service, and then managed by each service and the DMA as they flow through the session.

The third type is service level checkpoints. These are checkpoints that are defined only locally by each services in the session. A checkpoint defined by one service is not known or observed by any other service in the session.

Synchronous Session Level Checkpoints:

This form of checkpoints are created synchronously across the whole session. We make one simplification in this presentation of it, assuming that when we register a checkpoint, there is no in-transit data in the session.

These checkpoints are created by the DMA as follows. The DMA will at regular intervals pause the data services. It will then wait until all in transit data has been drained from the session and in the case of backup, all data that was written into the session by a data service has been written to tape. The session is now empty.

At this point the DMA will read all necessary state from all services such that upon failure the DMA can rewind all services to such a checkpoint.

The state includes:

For all services:

Byte addresses on all input and output streams. This includes tape # and location on tape for each tape service.

Internal service state that indicated where the service is in a compression or multiplexing process,

….

Notice that some of this state may be NDMP opaque, i.e. the DMA must capture and store it, but the DMA does not understand it as part of NDMP.

If we do not wait for the session to “drain”, all in-transit data will have to be included as part of the service state. This seems as an unreasonable alternative as there can be several megabytes to gigabytes of in-transit data in the session at any given time.  

Discussion:

One benefit of this method is that it requires minimal change to existing v1-v3 services. As long as a service can be paused, and state can be read, a checkpoint can be captured. 

There are at least two big negatives to this approach. First, since the capturing of checkpoints is controlled by the DMA, this approach implies that the session will spend some time NOT transferring data. The time it takes from the data services are paused until the session is drained for data, all data is written to tape and checkpoints are captured is not utilized.

Secondly, the DMA has no insight into where to capture checkpoints in order to minimize the volume of state that needs to be captured. An example is to pause such that a multiplexing or compression service ends up on a record boundary. Therefore the per service state can be quite sizeable and complex.

Third, as a consequence of the above, if a multiplexing service generates an output stream with fixed size records of data from alternating input streams, it will not be possible to drain the session. As a result the state to be captured from each service will have to include data. 

The above discussion indicates that it is important that the checkpoints can be captured at record boundaries. This minimizes the amount of state that needs to be captured, and make the management of the session at failure time significantly simpler.

Asynchronous Session level checkpoints:

These checkpoints are created at the source end, i.e. where the data to be backed up, replicated or mirrored enters into the NDMP session. These checkpoints are global and “permanent” in the sense that once defined by the data services they remain the checkpoints that is seen by all downstream services, and later serves as the base for any checkpoint based action. Some key properties:

· These checkpoints basically correspond to segments, large blocks of backup data. Notice that the data service takes the incoming backup image and turns it into segments. 

· The checkpoints are "passed through" the session in the form of data segments, the checkpoint being the starting point of each segment. 

· Each segment is handled as an atomic unit. When a service picks up a segment for processing, it reads the whole segment, does the processing, and writes the whole segment to an output stream. No further partitioning occurs that is visible to other services. Notice that an algorithm such as compression may introduce some type of internal record format. This internal format is not used by other services.

· At the end of receiving a segment, each service sends a notification to the DMA stating that the complete segment has been received, and thus a checkpoint has passed through. This way the DMA can build up a complete map of session segments: where segments are created, where they are at any time in the session, if they got to the target, and the location of which target (tape) they were written to.

· The data service includes the location of the checkpoint/segment in the original backup image. This enables the data service to map file name to backup image offset and length, to segment ID, offset and length.

Example: Segment based 2:1 multiplexing:

Source 1:

 01234567890123456789012345678

 .    .    .    .    .    . 

 11111111111111111111111111111
(Source image 1)

  =>
[1111111111]

 ^        [1111111111]

(Segments from 1:)

           ^        [11111111..

                     ^

Source 2:

 .    .    .    .    .    .   

 22222222222222222222222222222
(Source image 2)

  =>
[2222222222]


 ^        [2222222222]

(Segments from 2:)

           ^        [222222…


                     ^

“Spooling” Multiplexer Output:

[1111111111]

 ^

[2222222222]

(Segments in output stream)

 ^

[1111111111]

 ^     X - - - - - - 
Failure point!

[1111111111]

 ^

[2222222222]

 ^

[111 . . .

 ^

. . . .

“^” - Checkpoint at beginning of every segment for every service.

Implications of this method:

The services have to become "segment/checkpoint aware". All backup data is transferred on the data connections as a sequence of data segments, with headers containing segment ID, length, and maybe other control info such as corresponding byte address in original backup image.

The length of a segment needs to be in the header of the segment. This is to allow the service to get the length of the segment first so that it can read the correct number of bytes in the segment.

The Checkpoints:

There are two levels of granularity to checkpoints in this case. In the simple case we assume that all in-transit data, i.e. segments that has left the source end but has not made it completely onto the target medium are disregarded. A restart will not attempt to utilize this data. It will be deleted. In this case the only information the DMA records is: 1: the originating source for segments, i.e. checkpoints, the segments start address in the original backup image, and the segment length, and 2: the location of the segment on the target media, i.e. tape number and tape offset and length. (The length may have changed.) This information is mandatory checkpoint information. This information should be stored to provide restartability during restore, and to enable direct access restore.

In the more complex case, in addition to the information outlined above, the DMA also keeps track of in-transit segments: which segments are owned by which services. This information is used to be able to do a more efficient restart from a failure. Notice that this information is only relevant at runtime, this information will not be stored with the session database after a backup or restore is complete.   

Segment Size Issues:

Notice that the DMA can issue segments that are quite small, yet not every segment needs to be reported as a checkpoint to the DMA. This prevents the DMA from being overloaded by checkpoint notifications, while at the same time gives the tape service some flexibility in utilizing the tape.

If a segment is partially written to tape when end-of-tape occurs, there are a couple of options. If we want to maintain atomic segments on tape the segments needs to be buffered in the tape service until they are completely written to tape. When the end of tape occurs the segment is restarted on the next tape, and the corresponding checkpoint is re-issued to the DMA.

It may not be necessary to require that segments remain whole on tape. In the current v1-v3 implementations the only segment, i.e. the backup image, is split across tapes. Therefore we are implicitly handling this case now. However, notice that since a tape service, i.e. a tape drive, has taken ownership for the segment, the remainder of this segment will be written by the same tape service/tape drive. One can view the tapes written by the same tape service/drive as one long virtual tape.

Some services will change the size of a segment. However, the original size information must be part of the transformed segment such that during a restore operation the original segment, with original header and everything, is reestablished. Therefore services that do change the size need to deliver to the downstream service a segment that is NDMP compliant, and that when processing these modified segments in reverse during a restore,  can recreate the original incoming NDMP compliant segment. One way to accomplish this is to compress the complete segment, header and data, and prepend this result with a new segment header where all control information is copied from the original header, only the length is new. 

When a failure occurs:

A failure occurs in a service, data, x-late or tape. When the failure occurred, a “failure service” was in the process of processing “the failure segment”. The DMA determines from which data service the failure segment originated, and thus which byte address in the original backup image that data service must be restarted from. In addition the DMA deletes in-process segments from this originating data service, segments following the failed segment. The DMA rewinds the data service and lets processing continue.

In the example above, let us assume the multiplexer service fails while writing segment # 3, which is segment 2 from source 1. Notice that in this case output segments 4, 5 etc. never gets written. We also assume that the mux service did not read segment 2, 3 from source 2.

In this case the DMA does the following:

1. It first gets rid of any partially written information from the mux service to it’s downstream service and rewinds the downstream services to the start of the third segment in the mux’s output stream.

2. It halts, rewinds, and restarts source 1’s data service from the beginning of it’s segment # 2. 

3. It then restarts the mux, with the state corresponding to starting on segment three in it’s work flow.

Notice that segments from other data sources are flowing through the session independently of this failure. They may reach the tape, complete, and in the right order. Thus these services needs not to be rewound and restarted. 

The only exception to this is if a following segment to the failed segment, from the same data service that the failed segment originated from, gets written to a tape. This can only happen if a session has multiple paths between any source and any destination. In this case, in order to maintain strict ordering of segments from a data service on each tape, the whole session may have to be rewound and restarted.

Service Level/Local Checkpoints:

Service level checkpoints exist only in the context of a single service. Each service has no knowledge about what processing has been done to or will be done to the data in preceding or following services. Also, the service has no knowledge of checkpoints captured and reported to the DMA by other services. Correspondingly, any structure created by a service and embedded in the outgoing data streams is unknown to following services.

Each service in the session reads one or more binary images as streams of data, and produces one or more resulting binary image as stream(s) of data. The service has no insight into the structures in the incoming data created by preceding services. It is all opaque, binary data.

This checkpoint approach is based on the following observation. The only thing shared between two services A and B that are connected via a data connection is the data stream. This data stream has “shared” addressing, both A and B can address the N’th byte in this stream. As long as checkpoints in two adjacent services include addresses in the shared stream, and services can discard data on input or output streams, the DMA can select and use locally created checkpoints.

A checkpoint is a local service synchronization point which synchronizes a point in all incoming images /streams with a point in all result images/streams. There are two components to the checkpoint: byte addresses, one per incoming and outgoing data connection, and state. The byte addresses are the points in each incoming and outgoing stream that map to a single point in the single stream that passes through the stream processing engine in this service. 

Example: Local checkpoints in 2:1 multiplexing.


Incoming images:




Outgoing image:


012345678901234567


.    .    .    .


111111111111111111

0123456789012345678901234567


        ^

   \

.   .   .   .   .   .   .   .






+ ->
h1111h2222h1111h2222h1111h22. .





   /

               ^


.    .    .    .


222222222222222222


    ^

“^” - Checkpoint markers,

“h” – Output record headers

In this example the checkpoint states that the marked addresses in the two incoming data streams/images correspond to the (in this case single) checkpoint in the output stream/image. For instance, if a 2:1 multiplexing service is at an outgoing record boundary, and is processing bytes number 8, 4 and 15 in the two input and single output images respectively, then the byte addresses (8, 4, 15) are the address part of the checkpoint definition. In addition the checkpoint includes time specific service state, i.e. specific data that is needed to continue processing correctly. This does not include state that is set at session creation time and remains constant for the service throughout the session.

The decision of whether to continue with data from incoming image 1 or 2 in the outgoing image at address 15 is up to state which must be recorded as part of the checkpoint, or the record format makes this decision redundant.

Optimally the checkpoints are points where there is minimal time dependent service state. For instance, in the case of 2:1 multiplexing, the resulting image consists of a sequence of "records" with data from input images 1 or 2. Checkpoints are most conveniently taken at the start of these identifiable records such that no additional service internal state beyond the byte pointers in the images are needed. When given such a checkpoint at a restart, and the input data starting from the corresponding addresses in the input streams, the service has all required information needed to continue correctly.

All services capture checkpoints at a regular rate. For instance, the DMA may set a session wide variable saying chat services shall capture and report checkpoints every ~100 MB of data or every ~ 20 seconds. The resulting frequency determines the amount of redundant data to be processed upon a restart or a direct access restore. 

When a failure occurs:

We assume in the following that when a failure occurs, there is no in-transit data to recover, i.e. we have to rewind all services, incl. data services. To make use of in-transit data is an optimization, but probably of limited value.

To perform a restart in a session of N services the DMA needs to find a set of N local checkpoints, one checkpoint defined for each and every service in the session. These checkpoints need to have the following inter-relationship:

 Along each data connection between two services A and B with data flowing from A to B, thus the input image of B is an output image of A, the byte address of A's checkpoint is lower, i.e. occurs earlier in the shared image/stream than does B's checkpoint. I.e. If A starts sending data from it's checkpoint, the data corresponding to B's checkpoint will be somewhere early in the input image/stream that B receives from A.

To restart from this checkpoint, the following must occur:

The DMA rewinds each service to the checkpoint defined by the service itself. 

In addition, for each outgoing connection, each service is programmed to skip (i.e. not send) data up to the byte address corresponding to the input byte address of the checkpoint in the service across the data connection. I.e. the next service receives input data at exactly the checkpoint defined by itself.

If all this is done correctly, every service will receive on their respective input connections the data exactly according to the checkpoint each service captured.

Issues with Session Wide Checkpoints:

For services that change the volume of data, such as compression or encryption, the length of the segment is a result of the processing and can not be determined until this processing is complete. Since the segment length goes in the segment header, in these cases the services need to buffer the whole segment until processing is complete before the segment can be written to output. If segments are big, ~ 1GB, this implies that segments may have to be written to and read from secondary storage (HDD) before it is written to output.

Efficient handling of segments require a generic "windowing function" for all services in NDMP, i.e. "mover windows" is generalized to "service windows". The purpose of this service window is to enable services to efficiently create, read and write complete segments. 

If services have to become "window enabled", the backwards compatibility issue can be handled by having the default value of a service window be: offset = 0, length = infinity. (Identical to the mover window discussion). Thus the current version of NDMP operates in a single segment (= backup image) mode.

A failure in processing a segment will not affect the rest of the session. Only the data service that produced the segment needs to be rewound, and segments following the failure segment needs to be deleted. All segments from other services can continue to flow through the session.

One significant advantage of the segment approach is that it is much easier to restore partial backups without having to recreate most of the session. The segment headers can be made to include information that identifies which data service the segment originated from and the start and ending byte location in the “backup image”. This information in many regards makes the segments “self sufficient”. The data service can compute based on file/directory information the start and end points of the requested data. Based on this information the DMA can determine which segments are needed, from which tape, and recover the data segment by segment. Independent of fan-in or fan-out backup, the segments can be retrieved from a single tape drive, by specifying to the operator which tapes to load etc., and feed the segments to the data service independent of the backup session. If there was compression or encryption, the segments need to be decrypted or expanded.  

Issues with Local Service Checkpoints:

If a failure occurs, the fine grained multiplexing approach allowed in this approach necessitates that all services are rewound to a known checkpoint. There is little or no ability to understand the relationship between the data streams and sources, especially from the point of view of the DMA.

A (direct access) restore requires that a full session of services be configured. The complete set of services needs to be configured, running in reverse, in order to extract the data stream that originated from each data service. If the restore is partial, to one data service only, the other services can be omitted, and the corresponding data streams discarded at the preceding X-late service.

Some Observations:

The two approaches are quite different. Some observations, concerns etc.

Segment based checkpoints:

The approach assumes that big chunks of unstructured data are moved between NDMP services in a session. This architecture may better utilize high speed/batch oriented operations such as "third party copy" in a SAN environment. Could someone with a lot of SAN knowledge comment on this?

The existence of verifiable, individually named segments may also provide for a sense of higher reliability.

If the segments are sufficiently big, ~ 1 GB, there is a high likely hood that partial restores, such as one to a few files, can be recovered from a single tape in the fan-out mux case.

Session level  checkpoints:

The local checkpoint approach requires less local storage in each service, for instance when multiplexing. No spooling of segments is required.  

The process of selecting the right set of checkpoints may at first seem complicated, however, after some familiarizing with this strategy, it becomes quite straight forward.

The approach allows for more flexibility in such processing as multiplexing since the service itself decides how finely to create packets/records in the result image.

Restore and Direct Access Restore:

Restartability during restore and direct access restore (DAR) are very similar. In both cases the checkpoints are used to select a (re-) starting point for a session. In most cases of a restore the rewind operations do not require tape changes, however, in the general case they may. In direct access restore new tapes is required.

Since the use of checkpoints during restore is to rewind to a point already passed, a regular restore session can capture checkpoints as it goes along. The resulting set may be the same set of checkpoints that was created during backup. However, a restore session can also use the complete set of checkpoints created during backup.

Direct access restore requires that a (sub-) set of the checkpoints that were captured during backup is saved. The purpose of direct access restore is to be able to go directly to a place in the middle of a restore session and then parse only a small part of a backup to recover a small part of the backup data. How many checkpoints are saved determine how small a subset of the complete backup needs to be processed in order to get at the data. Without checkpoints from the backup process direct access restore of that backup is not possible.

We will go through a direct access restore scenario for both asynchronous session level and service level checkpoints. Restart of a restore is similar, but can be based upon a checkpoint database generated during restore.

We will use a 2:1 multiplexing backup as the example. We also assume all services are v5 compliant.

DAR for Asynchronous Session level Checkpoints:

The DMA initiates a restore session of a similar topology as when the backup was taken. For general restore the session must be identical, for DAR the difference is that only the data services in the storage units data is restored to is needed.

The DMA is given the file/directory/stripe/… name or names that shall be restored. The DMA will request that the data service that read the specified data from the storage system translate from the given name into starting address and length in the initial backup image. This information is given back to the DMA. 

The data service checkpoints enable the DMA to determine which segments, and at which displacements in these segments the data reside. From the checkpoint (= segment) database the DMA can determine which tape or tapes the segment(s) were written to, and at which position on the tapes.

The DMA then requests that the selected tape(s) are loaded, and it commands the tape service(s) to position to the start of the segment. The tape reads the segment using mover window. 

The other services are given the state needed to process the segment correctly. This includes mux-demux information that allows the multiplexing service to send the segments to the right data service. Notice that the core services do not need “backup image byte pointers” since the segment header includes segment ID, and all internal addressing is local.

Notice that the tape and mux services will pass the whole segment on to the next (backup: preceding) service.

The data service will “unpack” the segment into a fragment of the total backup image, and then start discarding data up to the starting point of the data to be restored. The next segment(s) are likewise unpacked to the next part of the backup image, and so on.

In the case of a failure during complete restore there are two significant differences from the DAR case. First, the (re-) starting point is a point that was recently processed. Most likely a tape change is not required. Secondly the session is restoring data all backup sources.

Some queries indicate that DAR is used more than 10 times as often as a complete restore. DAR should therefore be a big priority for v5.

DAR for Service Level Checkpoints:

As in the above case the DMA request that the data service to translate from file/directory/… name to a byte location and length in the initial backup image. The DMA gets this data and determines a set of checkpoints, one per service, such that as we move from the data service to the tape service(s) the checkpoint for each service is “earlier” in the restore session than the checkpoint from the previous (restore !! downstream) service. 

The checkpoint information is written to each service. In addition each service is asked to discard data, on input or output, such that the first data that passes through each service core correspond to the byte location(s) of the checkpoint. By enabling X-late services to discard both on input and output, v2-3 data and tape services may be able to work in a v5 session. (See mixed version sessions below.)  

The tape service(s) are started from the tape(s) determined from the tape service checkpoint(s), and from the right location on the/each tape. 

Data flows from the tape into the tape service from the tape service checkpoint. The tape service will discard data up to the incoming byte address of the mux service’s checkpoint. (We assume all services can discard.)

The multiplexing service will de-multiplex the stream into one stream for each downstream data service. Data to the non-requesting data service is discarded. Data to the requesting data service is discarded up to the incoming checkpoint address of the data service.

The data service reads the resulting data from it’s checkpoint location, discards data up to the address corresponding to the displacement of the requested restore data, and writes the following data to the target files/directory/…

In the backup example above, if the file we are looking to DAR is from data service 1, between our example checkpoint and the next checkpoint in the multiplex service, the tape is started from it’s checkpoint that “precedes” the multiplex checkpoint. It will send the multiplex service some data preceding the multiplex checkpoint, the multiplex service will discard this data. The multiplex service will extract the stream 1 data from the incoming tape stream and discard the rest. It will also discard the stream 1 data up to a following checkpoint for data service 1. Data service 1 will discard data up to the starting point for the requested data.

DAR discussion:

Both approaches to capturing checkpoints allow for restartability during restore and support direct access restore. Notice that for direct access restore the checkpoints from the backup session needs to be available.

Mixed Version NDMP Sessions:

One issue regarding the transition to NDMP v5 is to what extent we can allow for sessions of services supporting NDMP, but of different versions. Since X-late services are new in v5, a mixed session would have v5 compliant x-late services, and v1,v2, v3 or v5 compliant data or tape services. I.e. There are several arguments both pro and con mixed version sessions. We will first analyze the technical issues and feasibility.

A mixed version session consists of v5 X-late services and a mix of v1-v5 data and tape services. V5 border devices cause no issues, a v5 compliant DMA will know how to manage such a service. V1-3 services operate on one single backup images. I.e. the data that it produces or receives is one single opaque data stream. No checkpoints will be reported , however, checkpoints reported in the always adjacent v5 services will include byte addresses in the input or output streams that the v1-3 service considers it’s “backup image”.

A v1-3 data and tape service can operate based on position in the backup image. Using v5 checkpoints in the core, and 

Segment input or output:

A v1-3 data service requires a v5 converter which breaks the backup image into segments before the data is passed on to the next X-late service. Since the v1-3 data service can navigate based on byte address, and the converter service generates and reports checkpoints which includes addresses in the incoming backup image, there is sufficient information and functionality between the data and converter services to allow the DMA to run this configuration with checkpoints. 

A v1-3 tape service reads as a single data stream the segments from the X-late service. The tape service can navigate based on the byte pointer in this stream. The DMA can correlate this address to locations on the tape. The DMA can add together segment sizes from the upstream v5 service’s checkpoints and calculate the total length of the segment stream the tape service reads. Note that this implies that either all segments must be reported as checkpoints, or all checkpoints must include also the total number of bytes between the last reported checkpoint and this one.

It would be easier to insert a v5 to v1-3 converter service between a v5 X-late and a v1-3 tape service. This converter would report segment checkpoints, and keep track of and correlate the checkpoints to the single byte stream the tape service receives.

Stream input or output:

A v1-3 data service produces a single stream backup image and can map between file/directory/stripe etc. objects in this stream and byte addresses. A v1-3 tape service handles a single backup image and writes it to or reads it from tape. The mover window mechanism allows a DMA to record checkpoints, including beginning and end of tape checkpoints. A v5 X-late service correlates addresses in it’s input and output streams into checkpoints. If a data service can be “rewound” to a byte address in it’s backup image, and a tape service can rewind to a tape location that corresponds to a known byte address in it’s backup image, v5 X-late services can work in an environment with v1-3 data or tape services. The checkpoints issued by the X-late based “core” of the session is sufficient to enable restartability for backup and restore, and this information is sufficient for direct access restore. 

Mixed Version Services Discussion:

Independent of the technical feasibility, mixed sessions creates a new level of complexity in the DMA. Somehow the DMA needs to manage the session and understand which services do and do not support checkpoints and other v5 features. The DMA must bridge these differences.

In the asynchronous segment based approach a “converter” service is required between the v1-3 data  service and a v5 session core, its purpose is to partition the single v1-3 backup image into segments that the core can handle in terms of segments/checkpoints. It seems as if the “mover window” tool in a v2-3 tape service gives the DMA sufficient control to control the synchronization between v5 segments in the core, and byte addresses on the tape. However, a v5 to v2-3 converter service would make this synchronization explicit. Notice that a “fan out” session, the X-late fan-out service is responsible for managing the read by the tape services such that the segments are distributed fairly, and each tape gets complete segments.

The service level checkpoint approach assumes continuous data streams/images as input an output. If we assume the v1-3 data services can map between source data entities and addresses in the backup image, or the v2-3 tape service has complete and accurate mover window support such that the DMA can coordinate backup image address and tape location, a v5 session core based on service level checkpoints will work with v2-3 data and tape services.

Another argument against mixed sessions is that if v5 does not allow for it, there will be a significant incentive for vendors to issue v5 compliant data or tape services for their products. This argument of course depends upon how difficult it is to allow for a mixed version session. 

Discussion, Recommendations: 

This is a discussion of alternatives more than any particular recommendation. 

If NDMP should be "application agnostic", should it therefore also be “checkpoint agnostic”? Checkpoints are basically an NDMP application, used for optimization.  Backups can be made without checkpoints. Checkpoints only allow for optimization upon failures, and increased flexibility by providing for direct access restore.

Both of the approaches outlined above have benefits, and each approach may fit the storage environment better or worse depending upon the architecture and implementation of the actual network and storage infrastructure. 

Therefore I believe we have to provide NDMP with the tools that enable DMA’s to create and manage both types of checkpoints.

NDMP Checkpoint Requirements:

The following are the requirements to NDMP if it is to handle both types of checkpoints.

For session wide checkpoints:


checkpoint/segment notification,


service windows,


restore (checkpoint) state,


rewind service, including source program/storage system,


..

For service level checkpoints:


checkpoint notification,


checkpoint restore, incl. data skip,


rewind service, including source program/storage system,


...
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